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Abstract. One of the problems in automatic models to generate topic
taxonomies is the process of creating the most significant word list that
discriminates each document group. In this paper, some methods are pro-
posed to discover these lists from hierarchical document groups, as well
as the use of some classical methods for this task. The use of the methods
was experimented by some domain specialists, trying to find a solution
that could satisfy their expectations.
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1 Introduction

The task of finding topics in document collections has been used in applications
to support the retrieval of textual information, as the generation of searching
machine indexes or even the presentation of the search results organized in sig-
nificant groups, like those obtained by the Vivisimo tool [1]. Generally, but not
in the Vivisimo case, the topics are found under non hierarchical and disjointed
groups. Usually, the document organization in hierarchical topics is the result of
an intensive human work, as in the Yahoo site, or a kind of ontology is generated
by a semi-automatic process that has to be manually completed ([2], [3]).

One way to organize the knowledge to facilitate its retrieval and browsing,
is to create a representation structure divided by hierarchically related topics.
One example is the hierarchical domain knowledge organization as in the Em-
brapa’s Information Agency [4] - Agency in short. The generic knowledges are
in the highest levels of the hierarchy and their specific details are in the lowest
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levels [5]. Each node in the hierarchy corresponds to a domain knowledge topic
and contains a text about the theme/topic. These texts are the result of the
compilation of the produced knowledge by researches, extensionists and some
references to other publication resources that complete the information. Build-
ing up and updating these hierarchies and their portal in the web is not a trivial
task, even with a consolidate methodology, because it demands a lot of effort
from a specialized domain specialist team.

These problems inspired a project of constructing and updating topic taxo-
nomies from the analysis of dynamic text collections of the same domain [6].
A text mining tool environment is being built in this project, with the main
goal to aid the domain specialist in constructing topic taxonomies, in such a
way that he can always intervene in the process when necessary or desired. To
reach this goal, we are investigating, and testing with the domain specialists,
some methods and tools in order to: obtain the interesting attributes (simple
words, composed words, domain terms, stemmized words); apply a filtering pro-
cess (Luhn cuttofs and others); reduce the dimensionality of the attribute-value
matrice from variance structure decompositions; group the documents in diffe-
rent ways using different cluster tools; reduce the generated hierarchy; update
the hierarchy with new documents; provide result visualization and browsing. In
the future we intend to reach a document organization from the obtained results
similar to the document organization of the Embrapa´s Agency.

In this work we particularly investigated some known cluster labelling me-
thods, exclusively based on the conditional probabilities of the document words
given the cluster. The goal is to adapt them to a process of identifying hie-
rarchical topics, with the objective of selecting one method or a combination of
methods that better satisfy the domain specialist expectations and have a simple
implementation over an existent hierarchy. Some ideas specifically related to the
cluster labelling problem are presented, as well as the explored, improved and
proposed methods in this paper; some experiments to evaluate and validate the
possible methods to be used in the software environment and their results. The
preliminary results are good, although they demand some improvements and
future work, which is also presented here.

2 Related Works

A number of proposals explore the label generation for textual document grou-
pings to identify key-words allowing the indication of possible topics to which the
documents are referring. Generally, that task, also known as cluster labelling, can
be viewed as an attribute selection problem. To make a supervised selection we
can consider each group as a class and use mutual information or information
gain as the selection metric; and, for unsupervised selection the tf-idf (term
frequency - inverse document frequency) or factor analysis. A good example is
the use of tf-idf in the k-means module of the Text Mining Software Kit - TMSK
[7]. The tf-idf corresponds to the word observed frequency in the text collection,
or in the group as used in TMSK, pondered with the logarithm of the inverse
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word frequency in the collection; this pondering intends to eliminate words that
are very frequent and to privilege the less frequent ones. In the TMSK the
selection of the most discriminative words for each found group means taking
those words which have the biggest tf-idf averages.

The Cluster Abstraction Model - CAM, developed by Hoffman [8], works
with probabilistic groupings and, consequently, selects the most significant at-
tributes in each hierarchical group. In this model, we restrict the word presence
in each node of the hierarchical tree as ascending to the group where it is sig-
nificant in the document and the distribution of the words conditioned to their
presence in the documents. If we consider the hard assignment for the group
distribution given the words, then the term propagation idea in a taxonomy is
captured. Following this idea it can be verified that a document is composed
by a term mixture in which there are generic and specific terms. Although the
results are good, the way to reach them is complex involving convergence crite-
ria experimentation of complex algorithms. Another solution, non probabilistic
and simpler, is the method used in the TaxaMiner environment [9]; where the
documents are grouped by the calculation of a cohesion factor and the cohesion
tax of each group also indicates the most significant attributes in the group. In
this method a cluster tree pruning is carried out based on the taxonomy term
propagation idea. The base of the pruning process is that more specific levels in
the tree can be cut, because they do not add any information to their antecedent
nodes; the method uses the cohesion coefficient to take this decision, maximizing
the intra cluster relation and empirically establishing a threshold for the cuts.

Other spread work was proposed by Glover [10], based exclusively on the
observed frequencies for each word in the group, or better, in the maximum like-
lihood estimations of their probabilities: p(w/c) and p(w), with w corresponding
to the word and c to the group (considered as a class). The assumed hypothe-
sis is that if p(w/c) is very common and p(w) is rare then the word is a good
discriminator for the c class, or even p(w/c) and p(w) are common so the word
discriminates the parent class of c and, finally, if p(w/c) is very common and
p(w) is relatively rare in the collection so the word is a better discriminator for
the child class of c; the very common and rare thresholds are experimentally
determined. A modification was proposed for this method, where there is a com-
promise between a simple label and a label list, establishing a descriptive score
pondered by tf-idf [11]. Although the results are good, the problem of expe-
rimentally determining the convergence criteria was spread to the new cutoffs
needed for the descriptive score.

A method that is independent on the way the hierarchy is obtained and tries
to avoid unnecessary word repetitions was developed by Popescul and Ungar [12].
This proposal uses an attribution criteria for the discriminative words of each
group, over a hierarchical grouping, according to a dependence or association
level of each group. The selection is carried out from the root to the leaves of
the tree, testing each word dependence on the child nodes; if the independence
hypothesis is accepted the word is related only to the parent node not to the
children, so it is removed from the children lists, or else it is removed from the
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parent list. As a consequence, words that are associated to the highest levels
in the hierarchy are candidate for domain stopwords, which means they could
be cut in the data preprocessing, because they do not effectively discriminate
these documents. A problem in this method is to guarantee the convergence of
the difference between expected and observed values of a chi-square distribution
(used in the hypothesis tests) when the expected values are very small. The
expected values correspond to the occurrence expected probability of the word
in each group, that is, the probability conditioned to the group. To sum up,
according to the established criteria for the minimum expected values and the
confidence interval for the hypothesis acceptation, the obtained results could be
not reliable. But, in this method interesting solutions were developed and they
could be more explored trying to avoid the inherent risks associated to the use
of the chi-square estimative.

In this work we proposed and evaluated two methods; the first one is a direct
modification of the Popescul and Ungar [12], that does not completely avoid
the words repetition; and the second one, also based on the first, solves more
directly the repetition question and uses a more robust estimative to test the
dissociation or independence hypothesis from the word to the group.

3 Developed Methodology

The methods presented here discover the most discriminative words for each
group considering a hierarchical grouping, independently on the way it is ob-
tained. Although, in order to facilitate the method development, we are sup-
posing the grouping was obtained by some bottom up hierarchical clustering
algorithm, which results in a binary tree. With this first supposition, any group
always has one or two children node.

Fig. 1. Word and its frequency in the parent, child1 and child2 nodes

The general idea in the Popescul and Ungar [12] work, and in this work, is
that each node corresponds to a total absolute frequency for each word belonging
to that group and the hypotheses of independence or dissociation are tested for
each word in each group, considering the parent group as the current and the
children as the tested groups. For example, in Fig. 1, one can observe a word
w that is presented in the nodes parent, child1 and child2, with its respective
frequency in each node. In order to decide if the word discriminates only the
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parent node or only one of the children a homogeneity distribution test is applied.
First of all, Table 1 has to be defined, and its defined notations are used along
this work:

– fi1: absolute cumulative frequency of the word in the ith child;
– fi2: absolute cumulative frequency of the other words in the ith child, fi.−fi1;
– fi.: absolute cumulative frequency of all words in the ith child;
– f.j : absolute cumulative frequency of the jth word or its complement; and,
– f..: absolute cumulative frequency of the parent node.

word !word total

child1 f11 f12 f1.

child2 f21 f22 f2.

f.1 f.2 f..

Table 1. Table of the positive and negative frequencies of the word in each node

Under the hypothesis of homogeneity distribution, we expect each cell fij

to depend exclusively on the marginal frequencies; that is, eij = fi. ∗ f.j ∗ f.. is
the expected value to each fij cell. So, in order to test the hypothesis one good
estimator is calculated under a chi-square statistical distribution:

χ2 =
∑

i

∑
j

(fij − eij)2

fij

As the table is 2x2 the chi-square estimative is compared to a chi-square
distribution with one degree of freedom and a established critical value proba-
bility to reject the hypothesis, p-value. If the chi-square estimated value precedes
the tabled value the hypothesis is true, or better, the word occurrence does not
depend only on one of the children and, consequently, it can be a good discrimi-
nator only for the parent node.

The methodology developed by Popescul and Ungar uses exactly those con-
siderations and the chi-square test. Additionally an algorithm is proposed to
walk the hierarchy from the root to the leaves. This algorithm decides the inde-
pendence or dependence of the words to each branch and removes them from the
branches to which they are not significant. But, the constraints imposed on the
chi-square test were severe, the test was applied only to the cases where eij and
fij were greater than five, and the p-value had been varied along the branches
- more severe for the leaves and less severe for the inner branches. First this
method was implemented in the software environment we are developing, but
after a few experiments in a lot of hierarchy branches the algorithm could not
take a decision due to constraint severity. In face of this problem, we investigated
alternatives to enable the method application.

According to some authors, the 5 ≥ eij ≥ fij rule is very conservative;
Fienberg [13] and Bishop [14] consider that if the sample is big (f.. is big),
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the chi-square estimator can be used without any continuous correction factor,
taking the general rule eij >= 1; or we can use association measures, invariant
to different combinations of columns or lines. Using these considerations, we
proposed two methods that are variations of the Popescul and Ungar method:

1. Adapted Chi-square: in this method the constraints in expected values
are modified, according to Fienberg and Bishop. The original algorithm was
redesigned considering:
– eij > 0.5: this value is enough to test the hypothesis using a chi-square

estimator. The minimum frequency is restricted to the expected value
and the expected value is calculated, so the condition > 0.5 approximates
to the condition eij ≥ 1;

– eij < 0.5: it is assumed that eij is approximately zero, consequently,
these cases are solved through adopted rules for each case. The rules were
established based on the idea of complete association or dissociation [13],
and added to the algorithm:
• if (e11 < 0.5 and e21 < 0.5) ⇒ the independence hypothesis is ac-

cepted, that is, the word is probably a good discriminator to child1

and to child2, so it has to belong only to the parent label set;
• if e21 < 0.5 ⇒ the independence hypothesis is rejected, because the

word probably discriminates only child1, so the word is eliminated
from the parent label set;

• if e12 < 0.5 ⇒ the independence hypothesis is rejected, because the
word probably discriminates only child2, so the word is eliminated
from the parent label set;

• if (e12 < 0.5 and/or e22 < 0.5) ⇒ the independence hypothesis
is rejected, because the word probably discriminates some branch
under child1 or child2, so the word is eliminated from the parent
label set.

– if child1 or child2 is a cluster with only one document, so it is verified
if the word came only from that document; in this case, it is removed
from the parent label set and the independence test in that branch is
stopped.

In this way, to many hierarchical branches, where the original method does
not take a decision, because of the low expected frequency of the words, this
method takes one decision.

2. Q Measure: looking for a more robust estimator, the Q measure based
on the odds ratio is invariant to different combinations of table frequency
columns and lines. The likelihood estimator of the odds ratio, or crossing
product ratio, in a 2x2 table, is given by [14]:

α =
f11 ∗ f22

f12 ∗ f21

– the independence hypothesis is true ⇒ α = 1.
It has to be noted that a change in the columns or lines do not interfere in
the crossing product ratio result, excepted in its signal; and, the measure
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is invariant to linear combinations too, so the original data do not need
to be normalized; besides, the result interpretation is very clear and the
measure is easily spread to the table of different dimensions [14]. One problem
remains, α ∈ [0,+∞], so a confidence interval to the estimative has to be
constructed. With a crescent monotonic function of α, where f(1) = 1, a
normalized association measure is obtained, where the absolute maximum
value is equal to one. This is represented by the Yule´s association measure,
Q = (α− 1)/(α + 1), where the maximum likelihood estimators are:

Q̂ =
α̂− 1
α̂ + 1

σ̂Q =
1
2
∗ (1− Q̂2) ∗

√
1

f11
+

1
f12

+
1

f21
+

1
f22

The Q estimative has a normal distribution and its ninety five per cent
confidence interval is defined by:

Q̂ ≈ N(Q̂, σ̂Q) ⇒ Q̂± 2 ∗ σ̂Q

The maximum value of the function is reached when α̂ = 1 and Q̂ = 0
and, Q̂ = 1 or Q̂ = −1 occurs when some fij = 0; so, if the value 0 ∈[
Q̂− 2 ∗ σ̂, Q̂ + 2 ∗ σ̂

]
then the independence hypothesis, or dissociation hy-

pothesis, is true. When the values of fij are approximately zero the rules
used in the chi-square adapted method are applied here (changing eij by
fij). To sum up, in this method, besides the treatment of low expected
frequencies, we are supposing that a more robust and consequently more
reliable estimator has been used.

The evaluation of the methods along with the domain specialist preferen-
ces were available after an implementation of a prototype (developed in C) to
create the label list sets of each hierarchical document group with four different
methods:

1. Popescul and Ungar: using chi-square estimator, one degree of freedom and
p-value=0.05, with 5 ≥ eij ≥ fij restrictions;

2. Adapted chi-square: using chi-square estimator, one degree of freedom and
p-value=0.05, with 0.5 ≥ eij restriction and the rules referred to eij ≈ 0;

3. Q measure: using the 0.95 confidence interval of Q̂ and the rules referred to
fij ≈ 0; and,

4. Most frequents: using only the cumulative observed frequency of the words
in each cluster, that is, considering only the maximum likelihood estimator
of their occurrence probabilities conditioned to the group. In this method,
the label list size is restricted only to the number of words in the group, so
it is only a way to sort the candidates.

Since we have the results of the four methods, a subjective evaluation is
applied by the domain specialists. The evaluators are asked to set a grade for
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the list label set of each group, for each method. An even number of grades was
chosen to avoid the mean grade when the evaluator is in doubt. In this way, one
of these grades has to assigned for each label list set:

– 1: the indicated label list set does not help to identify the topic;
– 2: the label list set gives little help to the identification of the topic;
– 3: the label list set really helps the topic identification;
– 4: the label list set is approximating to the ideal in the identification of the

topic.

After the evaluation process there is a list of evaluators, methods, groups
and grades in a nested experiment plan, because the grades are assigned within
each group and the methods considered for each evaluator. The model used in
the multiple means comparisons is a nested model [15], specified by:

ĝ = µ̂ + â + m̂ + ˆc(m) + ê

and
ĝ = µ̂ + â + ˆm(a) + ˆc(m) + ê

where,

– ĝ: the grade estimative under the model;
– µ̂: the general mean estimative of its effect on the grade;
– â: the evaluator estimative of its effect over the grade;
– m̂: the method estimative of its effect over the grade;
– ˆm(a): the method nested to evaluator estimative over the grade;
– ˆc(m): the group nested method estimative; and,
– ê: the random error estimative.

The goal is to verify how much the effect of the evaluator and the effect of the
method, as well as the effect of the method nested the evaluator, influence the
grade estimative and calculate the multiple comparisons to see the differences
among the effects. The multiple comparisons can indicate if the methods agree
with the specialist expectations.

4 Experiments and Results

Analysing subjectively and in details an extensive automatic generated taxon-
omy is not a trivial task and can result in a evaluation of low quality. First the
evaluators, which are the domain specialists, and a small, but significant, sample
of documents for each domain were established. The text collections were chosen
for beef cattle, specifically for the Canchim race, and for Agricultural Informat-
ics. For the Canchim domain there were two domain evaluators, one specialist in
the domain information and forty eight complete texts - entirely digitalized and
in Portuguese. For the Agricultural Informatics thirty one recent abstracts, in
Portuguese, were selected and there was a specialist for the domain information
and three specialists with good knowledge on the domain.
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In the preprocessing step, the same stopwords lists and the same stemming
process were applied to each text collections separately, using the PreText tool
[16]. Onegram representations of the stems were created and their frequency
were counted in each text. The filtering process was carried out based on Luhn
cutoffs, observing the stem frequency graph. Finally, in the MatLab environment,
the dissimilarity metric based on euclidean distance and the complete linkage
algorithm were used in the bottom up clustering process.

Fig. 2. Agriculture informatic’s hierarchy: comparing two methods results.

The root, first and second level of the Agriculture Informatics hierarchy ob-
tained is illustrated in Fig. 2 and the complete left branch of the second level.
Only the label sets calculated by the 1st method (Popescul and Ungar) and 3rd

method (Q measure) are shown, because the label sets calculated under the 4th

method is almost the same as the 1st and the label sets calculated for the 2nd

method is very similar to the 3rd method. It has to be noted, in the figure,
that the 1st method discovers label list sets with repetitive elements along the
branches, while the 3rd method had eliminated these repetitions. If we look at
the last leaf, it is clear that “lix urban compost” (or “urban waste compound”)
refers only to the documents in this leaf, but it appears along the root, first level
and all the left branch of the second level in the 1st method results. Additionally,
in the 3rd method when a group does not have any significant word in the label
list set, therefore empty, it is represented by “. . . ” in the visualization. In these
cases, the intervention of the specialist is necessary to complete the list or it
results in a tree pruning (not implemented in the current version of the proto-
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type), that is, if all branches under the current node do not contain significant
words those nodes can be eliminated.

The subjective evaluations were carried out over each method results and
the data were tabled and analysed. Besides the grades set to each node and
method, the evaluators also send suggestions and critics. The most relevant
comment referred to the use of the onegram representation of the generated
stems. Specially, because the specialists in domain information uses thesaurus
representations, they expected to find composed terms, for instance, “composto
de lixo” (“waste compound”) instead of a list of stems as “lix urban compost
cresciment ...” (“waste urban compound growing...”), as seen in the last leaves of
the hierarchies showed in the Fig. 2. Another problem was the nodes labeled as
“. . . ”; it was very clear to some specialists and very confusing to others. Because
of this confusion, in the evaluation of the method effects and the method nested
to the evaluators effects in the different models, two data sets for each domain
there were considered and separately named: “AllGroups”, with all evaluations
to all nodes; and, “Without-. . . ”, only the evaluations that did not refer to some
node that presents a “. . . ” label for any method result.

The mean multiple comparisons were calculated through the SNK (Student-
Newman-Keuls) test, using the squared root of the model error, the degree of
freedom of that error and a 5% level of significance. The SNK test was chosen
because of its strong and its caracteristic of always showing the real differences
among tested means. In the columns of the table, equal letters mean the grades
belong to the same group, that is, they are statiscally equal.

linear model: ĝ = µ̂ + â + m̂ + ˆc(m) + ê
CANCHIM Agric.Informatics

AllGroups Without− ...√
e = 0.29, df = 290

√
e = 0.27, df = 122

m g comp.
4 2.58 a
1 2.20 b
3 1.61 c
2 1.48 c

m g comp.
4 2.51 a
1 2.19 b
3 2.13 b
2 1.60 c

AllGroups Without− ...√
e = 0.34, df = 316

√
e = 0.39, df = 133

m g comp.
1 2.83 a
4 2.67 b
3 1.62 c
2 1.35 d

m g comp.
1 2.65 a
4 2.44 a
3 1.79 b
2 1.75 b

Table 2. Mean multiple comparisons of the method effects

In Table 2 the multiple comparisons of the grade adjusted to the effects of
general mean, evaluator, method and node nested to method. For the Canchim
domain there was a clear preference for the 4th method (most frequent) followed
by the 1st method (Popescul and Ungar), probably because they provide a big
list of words for each node and it is easier interpreted for an isolated node, even
with an excess of words. Moreover, to the data set “Without-. . . ”, the methods
1 (Popescul and Ungar) and 3 (Q measure) have closer grades. On the other
hand, for Agriculture Informatics domain the methods are clearly sorted: 1st,
4th, 3rd e 2nd. When the data set “Without-. . . ” is used, the nodes that have
bigger lists of words are grouped (1st e 4th) and the other group are the methods
which eliminate words from the hierarchy (3rd and 2nd). Looking into this first
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analysis, the elimination of the not significant words of the label sets do not
seem to help the specialist, because he needs the complete sets of the antecedent
nodes.

In the next analysis, the method nested to evaluator effects were observed,
that is, the model of grade dependent on general mean, evaluator, method nested
to evaluator and node nested to method were adjusted. The goal was to verify if
the evaluations of the information domain specialists were significantly different
from the domain specialists. However, the bigger differences were among different
domain specialists; so to evaluate which were better solutions for this group of
specialists was not possible. Meanwhile, the information domain specialists kept
the results obtained to the model of Table 2.

5 Final Considerations

In this work the goal was investigate some hierarchical cluster labelling methods,
aiming to adapt them to a topic identification process, including the selection of
a method or a combination of methods that better satisfy the domain specialists
expectations and have an easy implementation over an existent hierarchy. Two
new methods were also proposed, focusing the problem of the word repetition in
the label sets along the hierarchy, trying to eliminate or reduce this problem.

In this way, the 3rd method (Q measure) solved the problems presented in the
original method (Popescul and Ungar), because it uses a more robust estimator,
treats the cases where the observed word frequency is close to zero and eliminates
the words repetition along the tree branches. The 2nd method tried to reduce
the constraints of the original method and also treats the low frequencies of the
words, but it does not seem to be so effective.

Although a great positive reflexion in the evaluations of the domain specialists
with those new methods were expected, this did not directly occur. There is a
suspicion that part of the problem is related to the visualization provided by
the results. Actually each label set is a composition of its antecedent node label
sets, but during the evaluation, each specialist opened a hypertext containing
only the label set of the current node, and in this page the grade must be set;
so, the vision of the whole hierarchy is lost. Therefore, the specialists preferred
to see the most complete label set in each node, as if the node did not belong to
any hierarchy, which is better reflected by the results of methods 4th and 1st.

The result analysis and specialist suggestions helped to visualize some fu-
ture work for the current proposal. First of all, based on the 3rd method (Q
measure), a software tool to construct more automatically the taxonomy has to
be implemented, providing the tree pruning. Using the 3rd method to carry out
the pruning seems to be a good choice, because this method eliminates whole
branches in the tree. Subsequently, the label sets obtained can be composed by
the results of the 4th method (most frequents), and then the criteria of term
propagation in taxonomies can be applied. Finally, the tools must allow the spe-
cialist´s intervention in constructing the branches and label sets, guiding him
with the estimations obtained in each process step.
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de Informação Embrapa. Copyright @2005-2007 Embrapa. In:
http://www.agencia.cnptia.embrapa.br/. Access 07/07/2007.

5. Evangelista, S. R. M.; Souza, K. X. S.; Souza, M. I. F.; Braga, S. A. C.; Leite, M.
A. A.; Santos, A. D.; Moura, M. F. Gerenciador de conteúdos da Agência Embrapa
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