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Abstract

Decision trees are a consolidated method in machine learning for classification and
regression tasks, and several algorithms have been proposed for their induction. C4.5 is a
well-known decision tree algorithm that uses the information gain and entropy measures
when deciding on the importance of the features. This way, decision trees also perform an
attribute selection during the induction of the tree. Fuzzy decision trees have also been
proposed in the literature and have advantages related to the discretization of continuous
attributes into fuzzy sets, besides allowing the use of different reasoning methods, since
the fuzzy decision trees compute a degree of compatibility for each triggered rule. To
avoid overfitting, a pruning process may be performed. In this paper we analyse the
impact of different pruning rates when generating fuzzy trees. Results, using 10 datasets,
show that although the difference in the classification is small, the interpretability of
the generated models vary significantly with the variation of pruning, allowing for a
compromise between accuracy and interpretability.
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1 Introduction

Decision trees are powerful and popular tools for machine learning. Some of the reasons
for their popularity may include the fact that they are easily understandable because their
structure can be seen as rules, thus explaining the decisions taken in a simple and easy way;
they are usually quickly induced, and present competitive results when compared to other
interpretable machine learning methods. They also select features by using the most relevant
ones according to certain measures, improving the interpretability of the generated models.

For C4.5, a well-known decision tree algorithm proposed and implemented by Quinlan
[11], the selection of features and partitioning of the features spaces is done based on the
information gain and entropy measures. The pruning process used by C4.5 prunes the tree
once it is completely induced and is based on on estimation of the true error [9].

Several fuzzy approaches for the induction of decision trees have been proposed in the
literature. In [10], Olaru and Wehenkel propose a method that combines tree growing and
pruning to determine the structure of the tree, with refitting and backfitting to improve its
generalization capabilities. In [7] Kazunor et al. propose a fuzzy C4.5 decision tree. The
fuzzy induction process is very similar to the induction of a classic decision tree. In [3], we
propose our version of the fuzzy C4.5 decision tree which uses the same measures of the
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C4.5 algorithm (entropy and information gain) to decide on the importance of the features.
However, the features are all defined in terms of fuzzy sets before the induction of the tree.
Our version of the fuzzy C4.5 algorithm was tested using a standard 25% confidence level for
pruning, commonly described in the community as a 25% pruning rate.

This paper aims at evaluating the impact of different confidence limits for the pruning
process of the fuzzy C4.5 algorithm, both in terms of classification power and interpretability
of the models.

The remainder of this paper is organized as follows. In Section 2 the fundamental concepts
of fuzzy classification systems are presented. Section 3 details the induction and pruning
processes of decision trees. Section 4 presents the Fuzzy C4.5 algorithm. Section 5 presents
the experiments, followed by the conclusions in Section 6.

2 Fuzzy Classification Systems

Classification is an important task in areas such as pattern recognition, decision making, and
data mining, among others. The classification task can be roughly described as: given a set
of objects E = {e1, e2, ..., en}, also named examples, cases, or patterns, which are described
by m features, assign a class ci from a set of classes C = {c1, c2, ..., cj} to an object ep,
ep = (ap1 , ap2 , ..., apm).

Fuzzy classification systems are rule based fuzzy systems that require the granulation of
the features domain by means of fuzzy sets and partitions. The linguistic variables in the
antecedent part of the rules represent features, and the consequent part represents a class.
A typical fuzzy classification rule can be expressed by

Rk : IF X1 is A1l1 AND ... AND Xm is AmlmTHEN Class = ci
where Rk is the rule identifier, X1, ..., Xm are the features of the example considered in the
problem (represented by linguistic variables), A1l1 , ..., Amlm are the linguistic values used to
represent the feature values, and ci ∈ C is the class. The inference mechanism compares the
example to each rule in the fuzzy rule base aiming at determining the class it belongs to.

The classic and general fuzzy reasoning methods are widely used in the literature. Given
a set of fuzzy rules (fuzzy rule base) and an input pattern, the classic fuzzy reasoning method
classifies this input pattern using the class of the rule with maximum compatibility to the
input pattern, while the general fuzzy reasoning method calculates the sum of compatibility
degrees for each class and uses the class with highest sum to classify the input pattern. Next
section discusses decision trees.

Since fuzzy decision trees can be seen as a set of fuzzy rules, both the classic and general
fuzzy reasoning methods can be applied. Fuzzy decision trees have the advantage of allowing
more than one rule to be fired at the same time, but with different compatibility degrees.
For classic decision trees, only one rule (leaf node) is fired for a given input example. This
issue is discussed in more details in Section 4. Next, we discuss classic decision trees.

3 Decision Trees

Decision trees are widely used in machine learning and various algorithms have been proposed
for their generation, such as ID3, C4.5, and CART [11, 13]. These algorithms generate a tree
structure through recursively partitioning the feature space until the whole decision space
is completely partitioned into a set of non-overlapping subspaces. The selection of features
for the partitioning process is another important characteristic of decision trees because only
relevant features are selected, improving the time taken to classify new examples as well as
the interpretability of the model. This type of feature selection is usually known as embedded.

Overfitting can be avoided by a stopping criterion that prevents some sets of training
examples from being subdivided, or by removing some of the structure of the decision tree
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after it has been produced. Quinlan, the author of C4.5, a well-known decision tree, argues
that the latter is preferable since it allows potential interactions among attributes to be
explored before deciding whether the result is worth keeping [12].

C4.5 uses the information gain and entropy measures when deciding on the importance of
the features, making it possible to select features with the ranking of the generated branches.
Regarding the pruning process, C4.5 employs post-pruning, i.e., the pruning takes place after
the tree is completely induced. The pruning process basically assesses the error rates of the
tree and its components directly on the set of training examples [12].

To understand the process of pruning, assume N training cases are covered by a leaf,
E of them incorrectly. This way, the error rate for this leaf is E/N . If we take this set
of N training cases as a sample, it can tell us something about the probability of error
over the entire population of examples covered by this leaf. This probability cannot be
determined exactly, but it has a probability distribution that is usually summarized by a pair
of confidence limits. For a given confidence level CF , the upper limit on this probability can
be found from the confidence limits for the binomial distribution; this upper limit is here
written as UCF (E,N), and since its upper and lower limits are symmetrical, the probability
that the real error rate exceeds UCF (E,N) is CF/2. As pointed out by Quinlan, although
one might argue that this heuristic is questionable, it frequently yields acceptable results [12].

The default confidence limits used by C4.5 is 25%. It is important to notice that the
smaller the confidence limit, the higher the chances of pruning, and the higher the confidence
limit, the smaller the chances of pruning. Thus, if we set the confidence limit to 100%, what
we are saying is that we believe that the predicted error, obtained with the examples at hand,
is equal to the real error and no pruning will be performed. Thus, the intuition that a 25%
confidence limit will produce less pruning than an 80% confidence limit is incorrect, and one
should not associate the default 25% confidence limits of C4.5 to a 25% pruning rate.

Next we present the Fuzzy C4.5 algorithm.

4 Fuzzy C4.5

As stated before, the version of the fuzzy C4.5 algorithm previously proposed by the authors
[3] and used in this paper applies the same measures of the C4.5 algorithm (entropy and
information gain) to decide on the importance of the features. However, the features are all
defined in terms of fuzzy sets before the induction of the tree. This way, the process can be
seen as inducing a tree using only discrete features, since the continuous features are defined
in terms of fuzzy sets and the training set is fuzzified before the decision tree induction. Next,
we present the main steps of the induction process of the fuzzy tree.

1. Define the fuzzy data base, i.e., the fuzzy granulation of the features domains;

2. Use the fuzzy data base to fuzzify the training set;

3. Calculate the entropy and information gain of each feature to split the training set and
generate rules until all features are used or all training examples are classified;

4. Once the tree is induced, prune it using a defined confidence limit (25% is the default
value) to estimate the real error, similarly to C4.5.

The third step includes all the well-know steps of the classic decision tree algorithms.
Notice that the fuzzification of the training data is done before the induction of the tree.

One special issue regarding decision trees is that they can be seen as a set of disjunct
rules in which only one rule is fired for a given input example. Regarding fuzzy decision trees,
they can be seen as a set of rules that can be fired simultaneously, each one with a degree of
compatibility with a given input example. Figure 1 illustrates this special characteristic of
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fuzzy decision trees with a toy example based on the Iris dataset from UCI machine learning
repository [1], using just two attributes to classify examples into three types of iris plants:
setosa, versicolor, and virginica.

Figure 1: A classic (left) and a fuzzy (right) decision tree.

Figure 2 presents the fuzzy sets defining attributes petal length and petal width, used by
the decision trees in Figure 1. For simplification, just two triangular shaped sets (small and
large) evenly distributed in the partitions were used.

Figure 2: Fuzzy sets defining attributes petal length and petal width.

Considering a new input example to be classified having petal length = 4.9 and petal
width = 0.6, exactly in the borderline of the crisp discretizations of the left decision tree, the
traditional decision tree would fire only the first rule: Petal width ≤ 0.6 THEN Virginica. The
fuzzy decision tree, on the contrary, will use the membership degrees of the input example,
shown in Figure 2 (Petal Length SMALL = 0.66; Petal Length LARGE = 0.34; Petal Width
SMALL = 0.79; Petal Width LARGE = 0.21) to calculate the compatibility degree with
each rule. For this particular example, using the T-norm as minimum [8], the compatibility
degrees of the fuzzy rules will be (in brackets):

1. Petal width = small THEN Virginica (0.79)

2. Petal width = large AND Petal length = small THEN Versicolor (0.21)

3. Petal width = large AND Petal length = large THEN Setosa (0.21)

These compatibility degrees with the input example can then be used by the reasoning
method for the classification. In this example, using the classic fuzzy reasoning method the
first rule will be used to classify the example as Virginica. Next, we present the experiments.

5 Experiments

In order to evaluate the impact of different confidence limits for the pruning of the fuzzy
C4.5 algorithm, we carried out experiments using 10 datasets from UCI Machine Learning
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Repository [1] and 10-fold cross-validation. The classic fuzzy reasoning method, previously
describe in 2, was used.

Table 1 summarizes the dataset characteristics giving the total number of examples (Ex-
amples), total number of features (Features), including the number of continuous and discrete
features in brackets, number of classes (Classes), the majority error (ME), and the number
of fuzzy sets for each of the attributes (FS). Examples with missing values were removed.
Regarding the number of fuzzy sets describing each feature, they were defined by the Fuzzy-
DBD method [4], which chooses the number of fuzzy sets based on a heuristic process.
Specifically, we used triangular shaped fuzzy sets evenly distributed in the features domains.

Table 1: General characteristics of the datasets.
Dataset Examples Features Classes ME FS

Credit 653 15(6,9) 2 45.33 2
Cylinder 277 32(19,13) 2 35.74 2

Dermatology 358 34(33,1) 6 68.99 2
Diabetes 769 8(8,0) 2 34.90 2
Glass 220 9(9,0) 7 65.46 7
Heart 270 13(13,0) 2 44.44 2

Ionosphere 351 34(34,0) 2 35.90 3
Segment 210 19(19,0) 7 85.71 3
Vehicle 846 18(18,0) 4 74.23 2
Wine 178 13(13,0) 3 59.74 3

The trees were generated considering no pruning and 60%, 40%, 30%, 25%, and 20% con-
fidence limits (bear in mind the confidence limits produce an inversely proportion of pruning).
These percentages were chosen after preliminary tests showed that very small confidence lim-
its (less than 20%) tend to produce high pruning rates but also highly deteriorated accuracy
rates. On the other hand, larger confidence limits (more than 50%) tend to produce very
similar results. This way, we focused around 25%, which is the default value for C4.5.

Table 2 presents the majority error (first column) and the error rates and standard de-
viation (in brackets) for the different confidence limits used (no pruning, 60%, 40%, 30%,
25%, and 20%). The best results are dark-gray shaded. The last column (Avg) presents the
average error for each dataset. The last two lines present the average error rates and standard
deviation (in brackets) and the Friedman’s ranking (discussed next) for each confidence limit.

Table 2: Error rates and standard deviation.
FC4.5 ME No pruning 60% 40% 30% 25% 20% Avg

Credit 45.33 15.44(7.17) 15.44(7.17) 14.66(6.95) 14.66(6.95) 13.44(7.24) 13.44(7.24) 14.51
Cylinder 35.74 22.49(8.59) 21.56(6.49) 21.94(4.88) 20.25(5.58) 23.94(6.89) 24.1(8.04) 22.38

Dermatology 68.99 3.62(1.91) 3.62(1.39) 3.91(2.33) 3.91(1.89) 3.91(1.89) 3.91(1.89) 3.81
Diabetes 34.90 29.40(4.74) 29.40(4.74) 29.52(5.1) 29.78(5.1) 29.91(5.29) 29.91(5.29) 29.65
Glass 65.46 22.13(6.15) 22.13(6.15) 24.52(8.22) 27.56(13.83) 31.13(16.34) 31.13(16.19) 26.43
Heart 44.44 14.44(7.41) 14.81(9.14) 15.56(6.3) 15.93(6.84) 18.15(6.21) 20.37(6.24) 16.54

Ionosphere 35.90 3.46(4.13) 3.75(4.39) 4.63(5.16) 7.21(6.25) 7.21(6.25) 8.39(7.32) 5.78
Segment 85.71 17.62(6.04) 18.57(4.97) 14.76(3.81) 14.76(2.33) 14.76(2.33) 14.76(2.38) 15.87
Vehicle 74.23 36.29(2.71) 36.41(2.8) 37.21(3.87) 37.97(2.64) 38.4(3.77) 38.55(3.81) 37.47
Wine 59.74 5.71(6.23) 5.00(6.48) 6.43(6.23) 5.36(7.99) 5.36(7.57) 5.36(7.69) 5.54

Average 55.04 17.06(5.51) 17.07(5.37) 17.31(5.29) 17.74(5.94) 18.62(6.38) 18.99(6.62) 17.80
Friedman’s Ranking ∗ 2 1 3 4 5 6 ∗

Figure 3 presents the data in Table 2 graphically, making it easy to visualize the increase
of the error rates with the increase in pruning. Notice that the differences in the error rates
are not expressive for many datasets.

To test whether there is a difference among the algorithms we used the Friedman test [5]
with the null-hypothesis that the performance of all algorithms, assessed in terms of the error
rates, are comparable. The last line of Table 2 shows the Friedman ranking. Compared to
the Friedman statistics, we could reject the null-hypothesis with a 95% confidence level and
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Figure 3: Error rates.

then proceed with the Bonferroni-Dunn test [5] to compare the algorithm with no pruning
against the others. Results show that it is not possible to detect any significant difference
among the results for the different confidence limits tested with 95% confidence. We also run
the Bonferroni-Dunn test with 90% confidence level, and this time the test detected that the
results obtained without pruning are better than the ones with 20% confidence limits.

Table 5 presents the number of rules × average number of conjunctions. The last column
(Avg) presents the averages. The last two lines present the average and the ranking of the
average. Notice that the trees were generated using the whole dataset, thus only one model
was induced for each dataset and confidence limit. Notice that for Dermatology with 25%
and 20% confidence limits, the induced trees are identical, whereas for Ionosphere with 30%
and 25%, although the number of rules is the same, some of these rules present different
antecedents.

No pruning 60% 40% 30% 25% 20% Avg

Credit 378.78 356.25 275.85 114.00 75.05 24.03 203.99
Cylinder 598.95 616.14 572.22 458.10 229.09 176.00 441.75
Dermatology 176.86 176.86 136.09 136.09 136.09 136.09 149.68
Diabetes 63.96 54.96 36.00 23.03 18.00 18.00 35.66
Glass 691.58 653.95 442.90 342.86 103.20 103.20 389.62
Heart 153.92 120.06 93.06 75.00 16.98 16.98 79.33
Ionosphere 369.93 302.94 175.00 87.99 87.99 51.00 179.14
Segment 265.95 209.92 127.89 127.89 127.89 127.89 164.57
Vehicle 475.86 453.12 306.24 267.89 206.15 193.05 317.05
Wine 76.02 72.03 54.06 54.06 54.06 54.06 60.72

Average 321.92 294.52 209.13 155.28 99.08 83.82 193.96

Ranking 6 5 4 3 2 1 ∗

Table 3: Number of rules × average number of conjunctions.

The interpretability of fuzzy rules have been highly discussed in proposals tackling fuzzy
model generation and it is an important issue [2, 6]. Here, we use the product of the num-
ber of rules × the average number of conjunctions as an indicator of the complexity and
interpretability of the generated models. We assume that the higher the number of rules and
conjunctions in theses rules, the more difficult it is to interpret the solution provided by these
rules, thus the more complex the model.

Multi-objective problems such as this require the user to base the decision of setting the
confidence limits on a compromise between the required interpretability × accuracy levels.
The user may be the only person who knows how much he/she is willing to pay in terms of
classification accuracy in order to have a simpler syntactic model. This problem is illustrated
in Figure 4 which presents the percentage of the difference between the error × complexity
of the models (number of rules × average number of conjunctions) for three datasets. The
models generated with no pruning are used as reference. Blue bars show the percentage of the
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error rates while red bars show the percentage of the complexity of the models. Positive values
represent the percentage of improvement in comparison to the model with no pruning, while
negative values represent the opposite. Please, notice the different scales in the graphics.
For example, for the Credit dataset and 40% pruning, a simpler and more acurate model
is obtained (27% less complexity with 5% less error than with no pruning). For Ionosphere
with 30% and 25%, the error rate increases in 108% while the complexity is reduced 76%.
For Vehicle with 20%, while the complexity of the model is reduced 59%, the error rate is
increases only 6%.

Figure 4: Percentage of increase/decrease of the error versus the complexity of the models.

As expected, the smaller the confidence limits (higher pruning), the simpler (more inter-
pretable) the model. Nevertheless, on the contrary with what happened with the error rates,
the interpretability of the models is highly affected by a higher confidence limit. Notice that
although the raw data show small differences in the error rates (Table 2), their respective
percentages (Figure 4)can be considerably high.

Next, we present the conclusions.

6 Conclusions

Decision trees are widely used in machine learning and a large number of algorithms has been
proposed in the literature. C4.5 is one of the most well-known decision trees and uses the
entropy and information gain measures in its induction process. The post-pruning process
employed by C4.5 estimates the real error using a default 25% confidence limit.

Fuzzy versions of the C4.5 were also proposed in the literature. We have previously
proposed a fuzzy version of the C4.5 that uses the same entropy and information gain measures
in order to decide whether to prune a leaf or not. In this paper we evaluated the impact of
different confidence limits on the generation of the fuzzy C4.5 decision trees using the version
we proposed.

The experiments show that for the proposed fuzzy C4.5 the major gain provided by a
pruning process is related to the interpretability of the generated model, with less significant
gains regarding accuracy. This fact can be seen as positive, since the interpretability of
fuzzy rules is an important issue and has been intensely discussed in proposals tackling fuzzy
model generation, allowing the user to specify more appropriate confidence limits based on
particular trade-offs of accuracy and interpretability.

As future work we intend to expand the experiments using more datasets and investigate
other methodologies for comparing the multi-objective problem of accuracy × interpretability.
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